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Abstract—The ability to recognize image features and 
generate accurate, syntactically reasonable text descriptions is 
important for many tasks in computer vision. Auto-captioning 
could, for example, be used to provide descriptions of website 
content, or to generate frame-by-frame descriptions of video for 
the vision-impaired. In this paper, a multimodal architecture for 
generating image captions is explored. The architecture combines 
image feature information from a convolutional neural network 
with a recurrent neural network language model, in order to 
produce sentence-length descriptions of images. Our alignment 
model is based on a novel combination of Convolutional Neural 
Networks over image regions, bidirectional Recurrent Neural 
Networks over sentences, and a structured objective that aligns 
the two modalities through a multimodal embedding. Multimodal 
Recurrent Neural Network architecture that uses the inferred 
alignments to learn to generate novel descriptions of image 
regions. An attention mechanism is used, which allows the 
network to focus on the most relevant image features at each 
time-step during caption generation.  

Keywords—image caption generator, t; formatting; style; 

styling; insert (key words) 

I.  INTRODUCTION  
“A  picture is worth a thousand words.”  goes the 

saying.We humans can take a glance at any image and give a 
detailed discription about the image. But this is a very complex 
process for a visual recognition models. Most of the work in 
visual recognition in the past few years was mainly on  
labelling images with a fixed set of visual categories. When 
compared with the huge deatails that men generate about 
images, the captions generated by automatic tools is very poor. 

 
Its trues that to address the challenge of generating image 
descriptions there exist spme good algorithms. But they either 
are visual dependent or sentence dependent which restricts the 
variety. Also these algorithms concentrate on generating a 
single sentence rather than detailed description. 
  
In this work, we strive to take a step towards the goal of 
generating dense descriptions of images. The main hurdle is 
developing a model that can integrate image and natural 
language with less restrictions or rules and more using 
learning from training data. There is a huge collection of 

images and their captions which can be used to train the 
caption generation process. 
 
The basic idea is to break the large image sentence in datasets 
by treating the sentences as weak labels. This was contiguous 
segments of words will correspond to some particular, yet 
unknown location in the image. In this algorithm we will infer 
these alignments first. Later we will use them to learn a 
generative model of descriptions.  
 
Precisely the main objective of this paper is : 

a. To develop a deep neural network model that infers 
the latent alignment between segments of sentences 
and the region of the image that they describe. Our 
model associates the two modalities through a 
common, multimodal embedding space and a 
structured objective. We validate the effectiveness of 
this approach on image-sentence retrieval 
experiments in which we surpass the state-of-the-art. 

We introduce a multimodal Recurrent Neural Network 
architecture that takes an input image and generates its 
description in text. Our experiments show that the generated 
sentences significantly outperform retrieval based baselines, 
and produce sensible qualitative predictions. We then train the 
model on the inferred correspondences and evaluate its 
performance on a new dataset of region-level annotations.  

In the past researches were carried out by different groups, 
belonging to both, industry and academia that bear a 
resemblance to or are based on image captioning. A lot of 
present research is also being carried out in the above 
mentioned area of understanding the context of images in a 
variety of fields especially in core aspects of industry and 
academia. The current status quo consists of extensive research 
by groups associated with computer vision and NLP. 

Many aspects of our model take references from these 
researches. 

II. RELATED WORK 

A. Convolutional Neural Networks (CNN) 

Convolutional Neural Networks are biologically-inspired 
variants of Multi Layered Perceptrons. It is comprised of one 
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or more convolution layers (often with a subsampling step) and 
then followed by one or more fully connected layers as in a 
standard multilayer neural network. The architecture of a CNN 
is designed to take advantage of the 2D structure of an input 
image (or other 2D input such as a speech signal). This is 
achieved with local connections and tied weights followed by 
some form of pooling which results in translation invariant 
features. Another benefit of CNNs is that they are easier to 
train and have many fewer parameters than fully connected 
networks with the same number of hidden units. CNN have 
been widely used and studied for image tasks, and are currently 
state-of-the art for object recognition and detection.  

 
 

Fig-1 : A typical CNN  

B. Recurrent Neural Networks  

Recurrent Nueral Networks (RNNs) are models that have 
shown great promise in many NLP tasks. The concept of RNNs 
is to make use of sequential information. In a traditional neural 
network we assume that all inputs (and outputs) are 
independent of each other. But for many tasks that’ s not 
effective. If you want to predict the next word in a sentence 
you have to know which words came before it. RNNs are 
called recurrent because they perform the same task for every 
element of a sequence, with the output being depended on the 
previous computations. Alternatively RNNs can be thought of 
as networks that have a “ memory”  which captures 
information about what has been calculated so far. In theory 
RNNs can make use of information in arbitrarily long 
sequences, but in practice they are limited to looking back only 
a few steps.the Integrity of the Specifications 

 
 

Fig-2: Atypical RNN 

III. OUR MODEL  
Through our model we aim to produce semantically and 

visually grounded description of abstract images, the proposed 
description of which would be in natural language i.e. human 
perceived description. By leveraging the techniques like CNN, 

RNN, we strive to attain the human level perception of given 
images. 

Our core insight is that we can leverage these large image-
sentence datasets by treating the sentences as weak labels, in 
which contiguous segments of words correspond to some 
particular, but unknown location in the image. 

Our approach is to infer these alignments and use them to 
learn a generative model of descriptions. We develop a deep 
neural network model that infers the alignment between 
segments of sentences and the region of the image that they 
describe. We introduce a Recurrent Neural Network 
architecture that takes an input image and generates its 
description in text. Our experiments show that the generated 
sentences produce sensible qualitative predictions. We then 
train the model on the inferred correspondences and evaluate 
its performance on a new dataset of region-level annotations. 

 
 

Fig-3=Our Model 

Problem Statement 

The task of visual description aims to develop visual systems 
that generate contextual descriptions about objects in images. 
Given an image, break it down to extract the different objects, 
actions, and attributes, and finally generate a meaningful 
sentence (caption/description) for the image. A description 
must capture not only the objects contained in an image, but it 
also must express how these objects relate to each other as 
well as their attributes and the activities they are involved in. 
The above information must also be presented in a 
semantically correct format in a natural language (like 
English). Hence we also need a language model in addition to 
the visual understanding. Thus the problem boils down to two 
things - image analysis to get features, and then a language 
model to generate meaningful captions. 

 
Previous models 
 
The majority of previous work in visual recognition has 
focused on labelling images with a fixed set of visual 
categories. The developed models often rely on hard-coded 
visual concepts and sentence templates, which imposes limits 
on their variety. However, while closed vocabularies of visual 
concepts constitute a convenient modelling assumption, they 
are vastly restrictive when compared to the enormous amount 
of rich descriptions that a human can compose. Moreover, the 
focus of these works has been on reducing complex visual 
scenes into a single sentence, which can be considered to be 
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an unnecessary restriction. Also, most previous attempts tried 
to handle the two problems independently and stitch together 
the two parts to go from image to description. Previous works 
tried to detect objects within the image and get labels (words) 
using them, and then try to make the best possible (caption) 
out of the words obtained. Thus, the two problems were 
solved individually and just put together. 

 
Proposed model 
 
Recent advances in machine translation have shown an 
approach that can be used to circumvent these two problems 
and solve the main problem directly. Machine translation was 
also achieved by a series of separate tasks (translating words 
individually, aligning words, reordering, etc.), but recent work 
has shown that translation can be done in a much simpler way 
using Re current Neural Networks (RNNs). An “ encoder”  
RNN reads the source sentence and transforms it into a rich 
fixed-length vector representation, which in turn in used as the 
initial hidden state of a “ decoder”  RNN that generates the 
target sentence. Taking inspiration from this, researchers 
developed an architecture where they use a CNN as an image 
“ encoder” , by first pre-training it for an image classification 
task and using the last hidden layer as an input to the RNN 
decoder that generates sentences. We followed the same idea 
and built our models to mimic the architecture they defined. 
 
Feasibility 
Automatically describing the content of an image is a 
fundamental problem in artificial intelligence that connects 
computer vision and natural language processing. Research in 
this area spans and connects numerous domains, such as 
computer vision, natural language processing, and machine 
learning. The current use of solving this problem could be in 
fields like image search, tell stories from album uploads, help 
visually impaired people understand the web, etc. And many 
more use case are bound to present themselves as research and 
development continues in the field. 

 
Modular Description 

 
CNN-based Image Feature Extractor  
For feature extraction, we use a CNN. CNNs have been 
widely used and studied for images tasks, and are currently 
state-of-the-art methods for object recognition and detection. 
CNN uses a novel approach to batch normalization and yields 
the current best performance on the ILSVRC 2014 
classification competition. Furthermore, they have been shown 
to generalize to other tasks such as scene classification by 
means of transfer learning. The words are represented with an 
embedding model. We feed these features into the first layer 
of LSTM at the first iteration. 
 

 
LSTM-based Sentence Generator  
LSTM(Long Short Term Model) is a type of RNN’ s used for 
remembering information over long period of time. The 

central role in LSTM is played by cell state, which contains 
gates to optimally send information through. The sigmoid 
layer outputs numbers between zero and one, describing how 
much of each component should be let through by each gate. 

  
 

Fig-4: Long Short Term Memory LSTM net 
The most common LSTM’ s contain three gates: 
•  Forget Gate: It decides how much of the previous 
information we are going to forget, given as: 
ft = σ(Wfx.xt + Wfm.mt−1) 
• Input Gate: The input gate decides how much of the new 
information we are going to store and use, given as:  
it = σ(Wix.xt + Wim.mt−1) 
• Output Gate: The output gate decides how much of the 
information we are going to output, given as: 
ot = σ(Wox.xt + Wom.mt−1) 
 
Cell State is updated as follows:  
ct = ft ◦ ct−1 + it ◦ tanh(Wcx.xt + Wcm.mt−1) 
mt = ot ◦ ct 
pt = Softmax(mt) 
where ◦ represents the product with a gate value, and the 
various W matrices are trained to the parameters. 
The last equation mt is what is used to feed to a Softmax, 
which will produce a probability distribution pt over all words. 
 

 
Model  

Our model takes an image as an input, extracts useful 
information and "translates" it into a suitable description. 
Therefore, while training, we try to maximize the probability 
of the correct description given the image and the hyper 
parameters of our model given training sample as (S, I), given 
as: 

θ∗  = argmaxθ Σ(I,S) log p(S|I; θ) 
  

 
Pre-processing 
Resizing  
The images available for training were of varying dimensions, 
so they were resized to a single dimension. This results in 
some loss of information, however the processing of images is 
made easier and less error-prone. 
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Dictionary  
Using all the captions available from the training dataset, a 
dictionary of words is created to be used for generating our 
own captions. Some words which are rare in the captions are 
left out while creating the dictionary using a threshold value 
function. Finally, these words are represented as a one-hot 
vectors given as input to the LSTM. 
 
Dataset  
For evaluation we use a number of datasets which consist of 
images and sentences in English describing these images. 
The statistics of the datasets are as follows: 
With the exception of SBU, each image has been annotated by 
labellers with 5 sentences that are relatively visual and 
unbiased. SBU consists of descriptions given by image owners 
when they uploaded them to Flickr. As such they are not 
guaranteed to be visual or unbiased and thus this dataset has 
more noise. 

The Pascal dataset is customary used for testing only after a 
system has been trained on different data such as any of the 
other four dataset. In the case of SBU, we hold out 1000 
images for testing and train on the rest as used by. Similarly, 
we reserve 4K random images from the MSCOCO validation 
set as test, called COCO-4k, and use it to report results in the 
following section. 

Training 

 
Fig-5: LSTM decoder combined with a CNN image embedder to generate 
image captioning  
 
We train the LSTM model to predict each word in the 
sentence. Each word is predicted based on the preceding 
words and the image features. The image feature vector is 
given as input only for the first time. Each output by the 
memory cell gives out a vector, which is used to predict a 
word based on the highest probability and also "forwarded" 
again as input to the memory cell. Let’ s denote the image by 
I and the words from the sentence S as (S0, S1,...,SN ). The feed 
forward method can be shown mathematically as: 

x−1 = CNN(I)  
xt = WeSt  t ∈  {0, 1, 2, ..., N − 1}  
pt+1 = LSTM(xt)  t ∈  {0, 1, 2, ..., N − 1}  

Note that here each word in the caption is denoted by St, 
where each St is a one-hot vector generated from the 
dictionary.  

S0 represents the start word and SN is the label for the end 
word in the sentence. The output feature vector from CNN is 
represented as x−1. 
We have used cross entropy loss function in our model 
defined between the target representation of ca ption and our 
predicted caption. With N as the length of the sentence and D 
as the size of our dictionary, we get:  
L(w) = 1 /N  ΣNn

n=1  H(Sn−1, pn)  
= − 1/N Σ Nn=1 ΣD

t=1[yn−1,t log yˆn,t + (1 − yn−1,t) log(1 − yˆn,t)] 
 
 

Training Details 
Many of the challenges that we faced when training our 
models had to do with overfitting. Indeed, purely supervised 
approaches require large amounts of data, but the datasets that 
are of high quality have less than 100000 images. The task of 
assigning a description is strictly harder than object 
classification and data driven approaches have only recently 
become dominant thanks to datasets as large as Miscrosoft’ s 
COCO (MSCOCO). As a result, we believe that, even with the 
results we obtained which are quite good, the advantage of our 
method versus most current human-engineered approaches 
will only increase in the next few years as training set sizes 
will grow. 
 
Nonetheless, we explored several techniques to deal with 
overfitting. The most obvious way to not overfit is to initialize 
the weights of the CNN component of our system to a 
pretrained model. We did this in all the experiments, and it did 
help quite a lot in terms of generalization. Another set of 
weights that could be sensibly initialized are We, the word 
embedding. We tried initializing them from a large news 
corpus, but no significant gains were observed, and we 
decided to just leave them uninitialized for simplicity. Lastly, 
we did some model level overfitting-avoiding techniques. We 
tried dropout and ensembling models, as well as exploring the 
size (i.e., capacity) of the model by trading off number of 
hidden units versus depth.  

 
We trained all sets of weights using stochastic gradient 
descent with fixed learning rate and no momentum. All 
weights were randomly initialized except for the CNN 
weights, which we left unchanged because changing them had 
a negative impact. We used 512 dimensions for the 
embeddings and the size of the LSTM memory.  
 
Descriptions were preprocessed with basic tokenization, 
keeping all words that appeared at least 5 times in the training 
set. 

 
Results 

 
We trained our system using MS COCO. The dataset contains 
photos of 91 objects types that would be easily recognizable 
by a 4 year old. It consists of a total of 2.5 million labelled 
instances in 328k images.  
We checked the generated captions following a qualitative 
approach. Following are the results obtained from our model. 
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Some images have been captioned accurately while some 
haven’ t. 
The reason for incorrect caption might be that the datasets 
may not contain images of that domain and hence it may have 
overfit the available dataset. It can be corrected by expanding 
the domains of the dataset for the model to learn from. 
 
Comparison 
Training sets used: The generated captions are related to the 
captions in the training set and hence the models are heavily 
reliant on the training sets used. 
Table1- Different datasets considered 

Training set No.of Images No.of 
descriptions 

Pascal1K 1,000 5 
Flickr8K 8,108 5 
Flickr30K 31,783 5 
IAPR 20,000 1-5 
MS COCO 3,28,000 5 
SBU1M 10,00,000 1 

Model Datasets  
Implemented Model COCO  
Every picture tells a 
story(2010) 

Pascal1K  

Im2Text(2011) SBU1M  
Show and tell(2014) Pascal1K, SBU1M, 

Flickr8K/30K  

Show attend and tell(2015) Flickr8K/30K, COCO  
Mind’ s eye(2015) Flickr8K/30K, COCO  
Im2Text and Text2Im(2016) IAPR, SBU1M, Pascal1K  
Distributed Representation 
Based Query Expansion 
Approach for Image 
Captioning(2017) 

Flickr8K/30K, COCO  

A. Description models used: 

The models can be categorised as two based on the image 
description models used. 

 Direct generation models: They first detect or predict 
the image content in terms of objects, attributes, scene 
types, and actions, based on a set of visual features. 
Then, these models use this content information to 
drive a natural language generation system that 
outputs an image description. 

 Retrieval-based models: They create description for a 
novel image by searching for images in a database that 
are similar to the novel image. Then they build a 
description for the novel image based on the 
descriptions of the set of similar images that was 
retrieved. The novel image is described by simply 
reusing the description of the most similar retrieved 
image (transfer), or by synthesizing a novel 
description based on the description of a set of similar 
images. They can be further subdivided based on what 
type of approach they use to represent images and 
compute similarity.  

 a) models using visual space to retrieve images 

     b) models using multimodal space that represents 
images and text jointly. 

 
Model Genera 

tion 
Retrieval from  
visual 
space 

Multimodal 
space 

Implemented 
Model 

  √ 
Every picture 
tells a 
story(2010) 

  √ 

Im2Text(2011)  √  
Show and 
tell(2014) 

√   

Show attend 
and tell(2015) 

  √ 
Mind’s 
Eye(2015) 

√   

Im2Text and 
Text2Im(2016) 

  √ 
Distributed 
Representati
on Based 
Query 
Expansion 
Approach for 
Image 
Captioning(2
017) 

 √  

Table 2: Achievements of different models 
Accuracy with a test set: A test set of over 100 images was 
provided to different models and the accuracies against human 
evaluation was noted. Our model performs much better than 
previous models and contemporary models. The results are 
summarised in the table below: 
 

Model Accuracy(percen
t) 

Implemented Model 48.3 
Every picture tells a 
story(2010) 

38 

Im2Text(2011) 32 
Show and tell(2014) 40.6 
Show attend and tell(2015) 46.7 
Mind’s Eye(2015) 46 
Im2Text and Text2Im(2016) 47.2 
Distributed Representation 
Based Query Expansion 
Approach for Image 
Captioning(2017) 

56.3 

Table 3: Accuracy of different models 
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