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Abstract 

Data replication provides reliability and fault tolerance in 

Hadoop clusters. Hadoop distributed file system(HDFS) uses 

sequential pipelined replication with 3 replicas as the default 

replication factor. Many optimizations of this scheme which 

use parallel replication schemes instead of piplined replication 

have been proposed in literature. Recently, Hadoop clusters 

are moving to the cloud.  There is a need to evaluate the 

performance of the different replication schemes on the cloud. 

In this paper, we trace the sequence of steps when a data block 

is written into HDFS by a client application and form a 

functional model of the same. Based on this, we propose a 

queuing theory based model of the default HDFS pipelined 

replication and simulate the performance by varying data 

arrival rates and scheduling strategies. 

Keywords: Hadoop, HDFS, replication pipeline, queuing 

model. 

 

INTRODUCTION 

The Apache Hadoop™ ecosystem provides tools to store and 

process Big Data, of the order of terabytes and above, in a 

scalable and cost-effective manner. The distributed file system 

underlying Hadoop is the Hadoop Distributed File System 

(HDFS). HDFS provides fault tolerance by data replication. 

Files are divided into blocks and each data block is stored in 

multiple data nodes. By default, HDFS stores three replicas of 

each data node. The default replication policy stores replicas 

across racks in the Hadoop cluster to minimize data loss. The 

data movement due to replication constitutes a large chunk of 

the network traffic in the cluster and hence it is crucial that 

replication is done efficiently. The default data replication in 

the current Apache Hadoop distribution is carried out in a 

pipeline. The replication pipeline consists of three data nodes 

chosen by the NameNode. The client writes a data block to 

the first DataNode in the pipeline. The block is written into 

the first data node and is forwarded to the second data node in 

the pipeline. Subsequently, it is sent to the third data node. 

After the block is written into all three data nodes in the 

pipeline, the next data block get its own pipeline from the 

name node and the process repeats for the rest of the data 

blocks in the file being written. The pipelined replication 

scheme does not perform well for real time applications and is 

appropriate for data processing applications which are not 

latency-sensitive [1]. Also, HDFS replication works on the 

premise that the physical nodes on which replicas exist are 

known. This could be a problem in the cloud where the 

physical location of the VMs on which the replicas are placed 

is transparent to the client application. 

A plethora of research work aiming to optimize the HDFS 

data replication exists. Majority of these propose dynamic 

data replication schemes which optimize the number and 

placement of replicas in a single Hadoop cluster.  However 

with the availability of high-speed network interconnects, the 

default synchronous pipeline replication of HDFS can be 

replaced by parallel replication schemes. The performance of 

Hadoop read/writes in cloud platform using the default 

scheme as well as the parallel replication schemes needs to be 

evaluated. The objective of this paper is therefore three-fold. 

We intend to review the default replication schemes and 

suggest queuing theory based model of the default Hadoop 

replication schemes which can be used to compare Hadoop 

performance in cloud.  

In the rest of this paper, we describe the sequence of 

operations involved in writing a data block to HDFS in 

section 2, model the latency issues in HDFS write operation in 

section 3 and, in section 4 we propose a queuing theory based 

model of the default HDFS replication scheme. In section 5 

we provide simulation results of the proposed model and 

section 6 discuss the conclusions. 
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DEFAULT HDFS REPLICATION SCHEME  

In HDFS files are divided into blocks and stored on multiple 

data nodes. The blocks are replicated for reliability and fault-

tolerance. The information about files is stored mainly in two 

tables in the HDFS NameNode: (i) the namespace which is a 

mapping of filename to block sequence ids and, (ii) inodes 

which contain a mapping of block replica to machine list. The 

file/block hierarchy and the directory structure of HDFS is 

stored in memory in the INode data structure. In the event of a 

NameNode restarting, the namespace is persisted, however the 

INodes are lost. They are recovered from the block reports 

that the DataNodes send to the INode periodically [2]. 

The client library is decomposed into two classes. The Client 

and the NameNode communicate using Remote Procedure 

Calls (RPC) whereas the Client and a DataNode use streaming 

I/O through a socket.  When an application requests to create 

a file, the HDFS client redirects the file data into a temporary 

file. The application writes into this temporary local file 

transparently. When at least one HDFS block size of data is 

written into the local file, the HDFS client requests the 

NameNode to create a file. The NameNode creates an empty 

file and its full path name is sent to the client. After checking 

for permissions, a corresponding INode data structure is 

created by the NameNode.  The client uses the full path name 

to access the INode. The file can be now used for reading; 

however, it can be deleted or renamed only after it is closed. 

A file creation event is recorded in the EditLog; if the name 

node fails, this record is used for recovery. The client is 

granted a lease to the file so that only one writer can write into 

the file. By default, if the client is not active for more than a 

minute, the lease times out.  

The NameNode verifies if the client is holding a lease for the 

file; it then selects the DataNodes for setting up the replication 

pipeline and allocates blocks on datanodes for the same. This 

information is stored using BlockManager. Each block of the 

file is assigned a sequence number. The client now directly 

writes a block to the first allocated DataNode. The first 

DataNode, in turn, sends the block to the second allocated 

DataNode an,d from there, it is sent to the third DataNode.  

Each DataNode writes the block replica into its storage and 

sends an acknowledgement to the DataNode upstream in the 

pipeline. After all the replicas are written and all 

acknowledgements are received, the NameNode marks the 

block as written and stores the information about the number 

of replicas created. The same information is also recorded in 

the EditLog. The sequence number of the block is used to 

check if all the datanodes have written the same block. If a 

DataNode does not send acknowledgement or has wrong 

sequence number, the block is placed on the NameNode 

Block Replica list for subsequent processing. Depending on 

the atual situation, this might involve creation of additional 

replicas. 

HDFS Replication Pipeline – Sequence of method calls 

The sequence of method calls used in a HDFS write operation 

is detailed below (refer Figure 1).  

1. Hadoop DFS users should obtain an instance of 

DistributedFileSystem.   

2. DistributedFileSystem calls create() on DFSClient 

giving pathname, file permissions, replication factor, 

block size, etc as parameters.  

3. The DFSClient in turn calls newStreamforCreate() 

method on DFSOutputStream.  

4. Within this method call, DFSClient uses the 

ClientProtocol to communicate with the NameNode.   

5. The create() method in the ClientProtocol creates an 

empty file in the filesystem’s namespace 

6. An DFSOutputStream instance is created by the 

DFSClient.  

7. A DataStreamer thread is created by this 

DFSOutputStream instance. The DataStreamer class is 

responsible for sending data packets to the datanodes in 

the pipeline. 

8. DataStreamer calls the nextBlockOutputStream method 

of the protocol class DataNodeInfo. It in turn calls the 

method locateFollowingBlock in the LocatedBlock. A 

subsequent call to the addBlock method in the 

NameNode protocol transfers control to the 

NameNode. The NameNode then verifies the lease held 

by the client on the file, commits the previous write to 

the file, renews the lease held by the client on this file 

and writes the EditLog.   It then allocates the required 

number of blocks on DataNodes and stores the 

DataNode ID and the block number using 

BlockManager. The NameNode returns the block 

allocation information back to DataStreamer via  

locatedBlock. 

9. The ResponseProcessor thread is created by the 

DataStreamer to receive ACKs from the DataNodes.  

10. The DFSClient returns this instance (from step 6) of 

DFSOutputStream to the DistributedFileSystem which, 

in turn, returns it to the client to start writing data to.  

DFSOutputStream internally caches the data written by 

the client application. It breaks the data into packets 

typically of size 64K. A packet comprises of chunks 

typically of size 512 bytes and an associated checksum.  
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Figure 1: Sequence of method calls during HDFS write operation. 

 

11 As the client writes data, DFSOutputStream splits it 

into packets and writes them to an internal Data Queue. 

12 The DataStreamer thread removes packets of the block 

one by one from the DataQueue. 

13 DataStreamer sends the packets to the first DataNode 

using the DataTransferProtocolSender operation 

WriteBlock.  

14 The DataStreamer also copies the same packets from 

the DataQueue to the ackQueue.  

15 The first DataNode copies the  packets of the block one 

at a time to its local file .  

16 The first DataNode sends an acknowledgement that the 

packet has been written also to the DataStreamer’s 

ResponseProcessor. It then forwards the packet to the 

next dataNode in the replication pipeline.  

 The next two DataNodes in the pipeline performs 

exactly the same operations as in step 15-16.  

20 When successful acknowledgement messages for a 

packet is received from all DataNodes (steps 17, 18, 

19), the ResponseProcessor removes the corresponding 

packet from the ackQueue. Steps 13-20 repeat for all 

the packets in the block. Each DataNode sends a 

blockReceived notification to NameNode that it has 

written a block. 

21 When the DataStreamer receives acknowledgements 

for all the packets from all of the DataNodes via the 

ResponseProcessor, it closes the ResponseProcessor. 

22 The DataStreamer informs the NameNode that the 

write was successful either through the next call to 

nextBlockOutputStream or through a close of the file. 

In case a DataNode in the pipeline fails, all remaining 

packets are moved from ackQueue and a new pipeline 

is set up removing the failed DataNode from the 

original pipeline.  

When all the data is written into the file, the file is closed by 

calling the function complete() in the ClientProtocol  The 

function complete() also commits the last block of the file. It 

reports the actual generation stamp and the length of the block 

that the client has transmitted to data nodes to the NameNode. 

 

Model of HDFS Replication Pipeline  

Performance evaluation of systems can be done either 

analytically, by simulation using synthetic workload, or by 

measuring real time performance on actual workloads.  

Simulations require the system to be modeled with all the 

finer details. Simulators have to be designed, coded and 

tested.  Simulators then have to run for long duration with 

sufficient input samples and different configurations so that 

the results are accurate with high confidence levels. This 

process can be very expensive when evaluating large systems.  

Analytical models use mathematical expressions to evaluate 

the performance measures based on performance parameters. 

The system modeling involves making simplified assumptions 

about the system and might not be an accurate representation 

of the system under study.  However, they can be solved 
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quickly and the system behavior can explored for various 

parameter values.  

We try to analyze the performance of HDFS replication 

pipeline by building a performance model based on queuing 

theory. The structure and behavior of the system under study 

is represented by the performance model using performance 

parameters such as service times, system response time, 

throughput and utilization. 

Assuming HDFS default replication factor, we model three 

DataNodes in the replication pipeline (refer Figure 2). The 

datanodes are assumed to be homogeneous which the case in 

large datacentres is most often.  We further assume that the 

arrival rate of jobs at the datanodes is λi , their service times is 

μi and the time to write a packet to disk is wi,  i=1,2,3. The 

client transfers a packet to the first datanode across Megabit 

Ethernet and the packet transmission time δ1 depends on the 

network conditions.  

At the first data node in the pipeline, the time the packet has 

to wait in the job queue is 1/μ1 and the packet is written into 

the disk in time w1. It then forwards the packet to the second 

data node in another rack in time δ2, which depends on the 

network latency.  Similarly datanode 2 has a job queue where 

the packet arriving from datanode 1 waits for time 1/μ2  and is 

written into the disk in time w2.  Datanode 2 forwards the 

packet to datanode 3 which is on the same rack. Here the 

transfer is across Gigabit Ethernet and the network latency can 

be considered negligible. Therefore the total time for the 

default pipeline replication is  

T = T1+T2+T3   where  

T1 = δ1 + w1 + 1/ μ1    (1) 

T2 = δ2 + w2 + 1/ μ2    (2) 

   T3 = δ3 + w3 + 1/ μ3                 (3) 

The ResponseProcessor thread has to wait for 

acknowledgements from all 3 nodes before it flushes the 

packet from the ACK queue. Therefore the total time for 

writing a block of file will be (B MB/64 KB) * T where B is 

the block size in MB.  The total time for writing an entire 

block will be lower than T as the design of the replication 

pipeline is such that a datanode can be sending a packet to a 

node down the pipeline while it is receiving a packet. 

 

 

 

Figure 2: Functional schematic of HDFS Data Replication   

Pipeline. 

 

 

 

 

Figure 3: General scheme of data transfer in HDFS Data Replication Pipeline. 
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Queueing Model of HDFS Replication Pipeline 

We propose a queuing theory based model for HDFS 

replication.  To analyze the performance of HDFS replication, 

we mainly consider  

- the time  a  packet waits at a datanode in the replication 

pipeline to be serviced,  

- the time required to service a packet at a datanode, and the 

time spent to send messages  

- between client and datanodes 

- between datanodes in the replication pipeline.   

The jobs arriving at a datanode can be assumed to be 

homogeneous as the cluster typically serves similar 

applications processing a domain specific dataset. The data 

node in a cluster can receive simultaneously read/write and 

compute requests. A service request arriving at the data node 

can be serviced by the CPU itself and leave the data node; or 

it might be sent to any of the disks for read/write processes. 

When a job leaves one station, the probability that it will go to 

another station is independent of its past history and is 

independent of the location of any other job.  

Packets arriving at every datanode (DNi) are first saved in a 

system buffer. They are then stored in the system disk (Si) and 

forwarded to the next datanode in the pipeline at an arbitrary 

rate. The arrivals can be clearly of two types: one, the packets 

on the replication pipeline and two, all other exogenous 

requests coming to the datanode. Figure 3 depicts the general 

scheme of data transfer.  

- Let λ denote the arrival rate of the block packets at the first 

datanode (DN1) and μ1 denote its service rate. Additional 

Poisson arrivals γ1 are permitted to the first stage from 

outside the system. Therefore the total arrivals at first 

datanode is λ+ γ1.  

- After finishing service at the first stage, a job from γ1 

either leaves for the second stage with probability q1, or it 

leaves the system with probability (1-q1).  However the  λ 

arrivals must continue with second datanode unless there 

is a node failure. However the arrival rate now changes to 

λ1. The average arrival rate at the second stage therefore 

must be λ1 + q1γ1 + γ2 where γ2 is the intermediate arrivals 

at that stage and λ1 is the arrival rate of the replication data 

packets to the second datanode. 

-  A job from the second datanode either leaves for the third 

stage with a probability q2 , or it leaves the system with 

probability (1-q2). Hence at the third datanode the arrivals 

are λ2+ q2 [ q1γ1 +γ2 ]+ γ3 where  λ2  is the arrival rate of 

replication data packets to the third data node. 

- Similarly, the departure at stage 3 is therefore (1-q3)[q2 

(q1γ1+ γ2 )+ γ3].  The replication packets are written to the 

system buffer S3 and complete the replication process.  (1-

q3) [γ3 +q2(q1γ1+γ2)] of the external arrivals complete their 

job and leave the system and q3[q2 (q1γ1 +γ2)+γ3] of the 

external jobs continue further in the system. 

This situation can be formally represented using the series 

interconnection of single server queues to three stages (Figure 

4). Since exact queue time for tandem queues is extremely 

difficult to compute, various approximation methods have 

been used for computation under various conditions [3]. 

Kleinrock’s independence assumption allows us to use M/M/1 

queuing model for each queue in a tandem queuing system 

and analyze each stage individually [4]. It allows us to ignore 

the correlations and interactions of the queues and the 

statistical properties of the traffic.  This assumption can be 

safely used when we are considering a system with dense 

traffic and Poisson arrival processes. 

The interarrival times of packets in replication pipeline are 

assumed to be i.i.d. with a Poisson distribution.  There might 

be other arbitrary background traffic in the form of 

read/compute requests to the datanodes. These are also 

multiplexed with the block packets in the system, and we 

assume that packet arrivals in background traffic form a 

Poisson process. This assumption is based on the analysis and 

measurements taken from Google cluster traces [4]. 

 

 

 

Figure 4: Queuing model for HDFS Data Replication Pipeline 
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The service times of packets both in replication block and 

background traffic are i.i.d. according to an exponential 

distribution. These service times include the time for 

computation, access latency for database access and time for 

network transfer[5].  Queuing is allowed before each stage. 

The datanodes are M/M/1 queues with infinite buffer.  

By Burkes’s theorem on cascaded (tandem) queuing nodes, 

the total packet delay in the entire system E[T] is given by  

E[T] =                      (4) 

where m – the number of nodes Here, m = 3 and since  

E[K(t)]=  =  =  ,                                      (5) 

E[T] =                      (6) 

Now, E[K1(t)] =                                           (7) 

E[K2(t)]=                                           (8) 

E[K3(t)]= =                 (9) 

 

Priority Queuing 

The system described above corresponds to an open network 

of three-stage tandem queue of single servers with arbitrary 

arrivals of two different classes and arbitrary departures. The 

system can be considered as a priority system with higher 

priority assigned to arrivals from HDFS replication pipeline. 

We consider the overall delay of the system assuming the data 

replication as the highest priority task in both preemptive and 

non-preemptive schemes [6]. We assume that at each of the 

datanodes the packetized files arrive at a packet resolver and 

are sorted into multiple queues based on their priority. They 

are then multiplexed to the server (datanode) based on the 

scheduling scheme. The schematic in Figure 5 depicts the 

situation.  

Consider the M/M/1 system with the arriving customers 

divided into 2 different priority classes - class 1 consisting of  

packet arrivals from HDFS replication pipeline has the higher 

priority and  class 2 are other external arrivals. The arrival 

processes of all classes are assumed independent, Poisson, and 

independent of the service times. 

 

 

Non-preemptive Priority 

In non-preemptive priority scheduling, a packet undergoing 

service is not preempted and is allowed to complete its service 

even if a packet of higher priority arrives in the meantime. 

When the server becomes free, the first packet of the highest 

nonempty priority queue enters service. This priority rule is 

one of the most appropriate for modeling packet transmission 

systems. 

Let E[Ti] be the mean waiting time for a packet in class i  

queue. The total queuing delay consists of  

1) the mean waiting time(Wx) for any class i packet until 

any in-service class j packet terminates 

Wx                                                   (10) 

where  is the mean residual service time for a packet 

of class j currently in service and is its utilization. 

2) the mean time E[Tq,i]2  until a packet ahead in the 

same class i  or higher class queue is serviced    

E[Tq,i]2   =                (11) 

where ] is the mean number of waiting packets 

and  is the mean service rate for class j packets.  

3) the mean time E[Tq,i]3  due to higher priority packets 

arriving while the current packet is waiting and 

getting service before the current packet. 

E[Tq,i]3        (12) 

 

 

Figure 5: Priority Queuing model for HDFS Data Replication 

Pipeline 
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Figure 6:  Queuing model for HDFS Data Replication Pipeline 

 

Hence ,  

E[Tq,i] =  Wx + E[Tq,i]2 + E[Tq,i]3   

           = +       (13) 

The total system delay for a packet passing queue i and the 

server is  

E[Ti] = E[Tq,i] +            (14) 

 

Preemptive Priority 

In the preemptive priority scheme, a lower-priority packet can 

be interrupted by the arrival of a higher-priority packet. Let 

E[Ti] be the mean waiting time for a packet in class i  queue. 

The total queuing delay consists of the three delay 

components mentioned in non-preemptive scheme and, in 

addition, the total mean completion time θi for the current 

class i packet when it is preempted in the server by higher 

priority packets (classes i-1 to 1). The total system delay for a 

packet passing queue i and the server is  

E[Ti] = E[Tq,i] + + θi           (15) 

θi  consists of the service time of the class i packet as well as 

the delay 1/μj due to all the λjθi arrivals of higher-priority 

classes , j ∈ {1, 2, …, i-1}. Therefore,  

θi =  =                       (16) 

Hence, the total delay for a packet passing through queue i 

and the server is  

E[Ti] = E[Tq,i] + +          (17) 

 

SIMULATION AND RESULTS 

The performance of the models proposed has been analyzed 

through simulations using Java Modeling Tools (JMT) [7]. 

JMT is an open-source tool for modeling and performance 

evaluation of computer and communication systems. Exact, 

asymptotic and simulation-based analysis of queuing 

networks with or without product-form solutions can be done 

using JMT.  We used the JSIMGraph component of JMT to 

perform the evaluations. The model used is shown in Figure 6. 

The datanodes and storage devices (S1, S2, S3) were modeled 

as M/M/1 queues. They are assumed to have exponential 

service rates. RepData is the source for data blocks to be 

replicated. IntArri,(i=1,2,3) are the intermediate, external 

arrivals to the queuing network. Both are assumed to be 

exponential. RepData is assigned a higher priority vis-à-vis 

the IntArri. The forks model the parallel data flow of RepData 

to the storage device and to the next datanode in the pipeline. 

The simulations were carried out assuming the service policy 

to be (i) non-preemptive scheduling, (ii) non-preemptive 

scheduling (priority), and (iii) preemptive scheduling. The 

arrival rate of RepData was varied from 0.3 to 0.6.  The 

performance indices were queue time, response time and 

residence time at each of the datanodes w.r.t the RepData as 

well as the system response time and system throughput. The 

simulations were run on 1,000,000 samples with a confidence 

interval of 0.9 and relative error of 0.03. 
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Non-preemptive Scheduling 

The simulations were run with First Come First Serve (FCFS) 

as the queue policy.  The queue time for RepData at each of 

the datanodes is shown in Figure 7.  The queuing times 

increase as the data moves into successive datanodes. This is 

in line with the expected results as the replication pipeline is 

sequential in nature. The queue times are also exponential 

with the arrival rates. This matches our assumption as the 

arrival rates are exponential. 

The response time and residence times at each of the 

datanodes also follow a similar pattern (Figures 8 - 9). The 

system response and throughput are shown in Figures 10 and 

11 respectively. The system response is exponential and is in 

line with the response times at the datanodes. The system 

throughput is linear and this confirms our assumptions. 

 

Non-preemptive Scheduling (Priority) 

The simulations using non-preemptive priority scheduling 

were run with the RepData arrivals(class1) given a higher 

priority (=1) and all the intermediate arrivals a lower priority 

(=0). The queue time, response time, and the residence times 

at each of the datanodes are shown in Figure 12 – Figure 14 

respectively.  Since the RepData has higher priority, the queue 

times are reduced compared to non-preemptive scheduling. 

Correspondingly, response times and residence times are also 

less. The system response and throughput are shown in Figure 

15 and Figure 16 respectively. The system response time is 

less compared to the non-preemptive scheduling case 

  

 

Figure 7:  Non-preemptive Scheduling - Queue time for 

different class1 i.e. RepData  arrival rates at 

DataNodes  

 

 

Figure 8:  Non-preemptive Scheduling - Response time for 

different class1 i.e. RepData arrival rates at 

DataNodes 

 

 

Figure 9:  Non-preemptive Scheduling - Residence time for 

different class1 i.e. RepData  arrival rates at 

DataNodes 
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Figure 10:  Non-preemptive Scheduling -  System response 

time  

 
Figure 11:  Non-preemptive Scheduling - System throughput 

 

Figure 12:  Non-preemptive Priority Scheduling:- Queue time 

for different class1 i.e. RepData  arrival rates at 

DataNodes 

 

 

Figure 13: Non-preemptive Priority Scheduling - Response 

time for different class1 i.e. RepData arrival rates 

at DataNodes 

 

 

Figure 14:  Non-preemptive Priority Scheduling - Residence 

time for different class1 i.e. RepData arrival rates 

at DataNodes 
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Figure 15:  Non-preemptive Priority Scheduling - System 

response time for different class1 i.e. RepData  

arrival rates at DataNodes 

 

 

Figure 16:  Non-preemptive Priority Scheduling - System 

throughput for different class1 i.e. RepData 

arrival rates at DataNodes 

 

Preemptive Scheduling 

The simulations were run with the RepData arrivals(class1) 

given a higher priority (=1) and all the intermediate arrivals a 

lower priority (=0). The queue policy used was Processor  

Sharing (PS). The queue time, response time, and the 

residence times at each of the datanodes are shown in Figures 

17 – 19 respectively.  The system response and throughput are 

shown in Figure 20 and Figure 21 respectively. This scheme 

creates more latency than the non-preemptive versions. This 

might be attributed to the overheads of context-switching 

between threads when a job of lower priority is preempted by 

a higher priority job. 

 

 

 

Figure 17:  Preemptive Scheduling - Queue time for different 

class1 i.e. RepData arrival rates at DataNodes 

 

 

Figure 18:  Preemptive Scheduling - Response time for 

different class1 i.e. RepData arrival rates at 

DataNodes 
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Figure 19:  Preemptive Scheduling - Residence time for 

different class1 i.e. RepData arrival rates at 

DataNodes 

 

Figure 20:  Preemptive Scheduling - System response time 

for different class1 i.e. RepData arrival rates at 

DataNodes 

 

 

Figure 21:  Preemptive Scheduling - System throughput for 

different class1 i.e. RepData arrival rates at 

DataNodes 

CONCLUSION 

An analytical model of HDFS replication pipeline based on 

queuing theory is presented.  The queuing model was 

simulated under different scheduling policies varying the 

arrival rate of replication data block packets. The results 

presented in the previous section show that the sequential 

nature of the pipeline is modeled appropriately. The queue 

time, response time and residence time are measured under 

different arrival rates for non-preemptive, non-preemptive 

priority and preemptive scheduling schemes. All these follow 

exponential distribution as can be seen in the graphs presented 

in Figures 7 - 21. The system responds fastest when non-

preemptive priority scheduling is used and the slowest when 

preemptive scheduling is used.  This behavior can be 

attributed to the overhead incurred due to context switches 

when preemptive scheduling is used. Since the model is found 

to be working as expected, it can be used to explore the 

performance of the HDFS write operations under different 

scheduling and routing schemes.  
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